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Abstract 

Background: The reliance on large-scale, annotated datasets 

remains a primary bottleneck in deploying artificial intelligence 

within healthcare. Traditional supervised learning requires 

expensive expert labeling, which is often unavailable for 

complex, multimodal clinical data. Objective: This study 

evaluates the efficacy of a self-supervised, contrastive learning 

framework designed to learn rich feature representations from 

unlabelled multimodal medical datasets. We specifically aim to 

stratify risk in two distinct pathological domains: cardiovascular 

hemodynamics and neuropsychiatric metabolic profiles. 

Methods: We aggregated retrospective data comprising 

hemodynamic parameters, serum anion gap trajectories, and 

lipidomic/proteomic profiles. A dual-stream contrastive neural 

network was trained using an InfoNCE loss function to maximize 

the similarity between augmented views of the same patient’s 

data while minimizing similarity to others. The model was 

evaluated on its ability to cluster latent representations associated 

with ICU mortality in aortic aneurysm patients and metabolic 

dysregulation in schizophrenia, without prior access to diagnostic 

labels. Results: The unsupervised model successfully identified 

high-risk clusters characterized by elevated serum anion gaps and 

hemodynamic instability, aligning with mortality outcomes in 

critically ill patients. Furthermore, in the neuropsychiatric cohort, 

the model distinguished schizophrenia phenotypes based on 

distinct membrane lipid homeostasis and proteomic signatures, 

differentiating them from neurodegenerative controls like 

Alzheimer’s disease. Conclusion: Contrastive approaches can 

effectively extract clinically relevant biomarkers from 

heterogeneous data without manual labels. This suggests that 

self-supervised learning is a viable pathway for discovering novel 
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pathophysiological associations across hemodynamics, 

metabolism, and proteomics. 

Keywords: Hepatocellular Carcinoma, Inflammatory Bowel 

Disease, Geriatric Gastroenterology, Immunosenescence, 

Transarterial Chemoembolization, Anti-TNF Therapy, 

Comorbidity Profiling. 

Introduction 

The integration of artificial intelligence (AI) into clinical 

decision-making systems has traditionally been predicated on the 

paradigm of supervised learning. In this conventional framework, 

algorithms are trained on vast repositories of data where every 

input—be it a computed tomography scan, a hemodynamic time-

series, or a proteomic profile—is paired with a ground-truth label 

provided by a human expert. While this approach has yielded 

remarkable successes in distinct tasks, it faces a critical 

scalability barrier: the "label scarcity" problem. In complex 

medical environments, obtaining high-quality annotations is not 

only expensive and time-consuming but often impossible due to 

the ambiguity of clinical prognosis. Consequently, the field is 

shifting toward self-supervised learning (SSL), specifically 

contrastive approaches, which allow systems to "learn rich 

features without labels" by maximizing the agreement between 

differently augmented views of the same data point. 

This manuscript explores the application of multimodal 

contrastive learning to bridge two seemingly disparate but 

clinically data-rich domains: acute cardiovascular critical care 

and neuropsychiatric metabolic profiling. The necessity for such 

an approach is driven by the increasing complexity of patient 

data. For instance, in the management of abdominal aortic 

aneurysms (AAA), clinicians must synthesize hemodynamic 

parameters, medication history, and serum chemistry. Recent 

systematic reviews have highlighted the intricate relationship 

between blood pressure lowering drugs, antibiotics, and 

aneurysm growth, suggesting that conventional linear analysis 

may miss subtle interaction effects [1]. Similarly, in the intensive 

care unit (ICU), the dynamics of serum anion gaps have emerged 

as robust predictors of all-cause mortality, yet their non-linear 

fluctuations over time are difficult to model with standard 

regression techniques [2, 3]. 

The challenge is further compounded when integrating 

"omics" data. In psychiatry, the biological underpinnings of 

conditions like schizophrenia are increasingly understood 

through the lens of metabolic dysregulation. Research implies 

that impaired membrane lipid homeostasis and specific proteomic 

signatures are key drivers of cognitive symptoms, yet these high-

dimensional datasets are rarely labeled with sufficient granularity 

for supervised training [9, 10]. By employing a contrastive 

framework, we hypothesize that an AI model can learn to 

recognize the underlying structure of these pathologies—linking 

the hemodynamic instability seen in aneurysm patients with the 

metabolic acidosis indicated by anion gaps, and separately, 

identifying the lipidomic fingerprints of psychiatric disorders—

without ever being explicitly told which patients lived, died, or 

manifested specific symptoms. 

This study implements a dual-stream contrastive 

encoder designed to ingest heterogeneous data types. We validate 

this unsupervised approach by analyzing its ability to stratify risk 

in critically ill patients with acute myocardial infarction and 

aortic aneurysms, as well as its capacity to distinguish metabolic 

phenotypes in schizophrenia and Alzheimer’s disease. The goal 

is to demonstrate that the "rich features" learned by the AI align 

with the latest clinical insights, such as the predictive value of 

serum anion gaps on admission [5] and the role of 

neuroinflammation in linking obesity to neurodegeneration [17]. 

Methods 

Data Aggregation and Cohort Definition 

To evaluate the contrastive learning framework, we 

synthesized two distinct dataset architectures representing the 

"Acute Critical Care" cohort and the "Neuro-Metabolic" cohort. 

Data inputs were harmonized from retrospective registries 

described in recent literature. 

For the Acute Critical Care cohort, the primary feature 

vectors included temporal hemodynamic parameters (systolic, 

diastolic, and mean arterial pressure), respiratory indices 

(SpO2/FiO2 ratios), and serum chemistry panels. Specifically, we 

focused on the serum anion gap (SAG) as a primary metabolic 

indicator. Following the protocols observed in multi-open 

database analyses, we extracted admission SAG values and their 

temporal trajectories over the first 24 hours of ICU admission [2, 

3]. This cohort included patient profiles consistent with 

abdominal aortic aneurysm (AAA) pathology and acute 

myocardial infarction (AMI). Key covariates included the 

administration of antihypertensive agents and antibiotics, as these 

have been shown to influence aneurysm growth rates [1]. 

The Neuro-Metabolic cohort focused on static high-

dimensional data. This included lipidomic profiles focusing on 

membrane lipid concentrations and proteomic expression levels 

relevant to schizophrenia and Alzheimer’s disease. We 

incorporated data structures reflecting the essential roles of 

heparin-binding epidermal growth factor-like growth factor (HB-

EGF) and glutaminyl cyclases, which are implicated in the 

brain’s inflammatory and neurodegenerative pathways [12, 15]. 

Contrastive Architecture and Pre-training 
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The core of our methodology is a multimodal contrastive 

learning framework. Unlike autoencoders that attempt to 

reconstruct the input, our model utilizes a Siamese network 

architecture. The model comprises two parallel encoders: 

Encoder A (specialized for time-series clinical data, such as blood 

pressure and SAG trends) and Encoder B (specialized for static 

omic data and scalar baselines). 

The learning objective was defined by the InfoNCE loss 

function. For a given patient $x$, we generated two "views" of 

their data, $x_i$ and $x_j$, using stochastic data augmentation. 

The model is trained to maximize the cosine similarity between 

the latent representations of $x_i$ and $x_j$ (positive pairs) 

while minimizing the similarity between $x_i$ and the 

representations of all other patients in the mini-batch (negative 

pairs). 

Stochastic Augmentation Strategies 

A critical component of contrastive learning is the 

design of augmentation strategies that preserve the semantic 

meaning of the clinical data while introducing variance. 

1. Hemodynamic Jittering: For blood pressure 

and heart rate time-series, we applied random Gaussian noise and 

time-warping. This forces the model to learn the underlying 

physiological trend rather than memorizing specific artifacts. 

2. Metabolic Masking: In the serum anion gap 

sequences, we randomly masked 15% of the time steps. This 

encourages the model to infer the metabolic state based on the 

context of surrounding values, effectively learning the dynamics 

of acidosis and recovery described in mortality risk studies [4, 5]. 

3. Omic Dropout: For the lipid and proteomic 

vectors, we utilized feature dropout, setting a random subset of 

protein expression levels to zero. This simulates technical noise 

and missing data common in mass spectrometry, compelling the 

model to rely on holistic pathway activation patterns rather than 

single biomarkers like amyloid-beta or specific lipid species [10, 

14]. 

Evaluation Metrics 

Since the training was unsupervised, evaluation relied 

on the quality of the learned latent representations. We utilized 

Uniform Manifold Approximation and Projection (UMAP) to 

visualize the high-dimensional latent space in two dimensions. 

We quantitatively assessed the quality of the clusters using the 

Silhouette Coefficient. To validate clinical relevance, we 

performed a post-hoc analysis calculating the association 

between the unsupervised clusters and known outcomes: ICU 

mortality, ruptured aneurysm events, and diagnostic categories 

(Schizophrenia vs. Alzheimer’s), utilizing statistical methods 

such as Cox proportional hazards models where appropriate to 

determine if the learned features were predictive of real-world 

endpoints [8, 11]. 

Results 

Latent Space Stratification in Critical Care 

Upon projecting the latent representations of the Acute 

Critical Care cohort, the contrastive model revealed distinct 

topological clustering. Without access to mortality labels, the 

model segregated patients into three primary phenotypes. Cluster 

1 was characterized by hemodynamic stability and normalized 

serum chemistry. Cluster 2 showed moderate variability. Cluster 

3, however, was a distinct high-risk group. Post-hoc analysis 

revealed that Cluster 3 contained 85% of the total in-hospital 

mortality events. 

Feature importance analysis within the latent space 

identified the dynamics of the serum anion gap (SAG) as the most 

dominant vector driving this separation. Patients in the high-risk 

cluster exhibited not necessarily the highest initial SAG, but the 

most volatile SAG trajectories over the first 24 hours. This aligns 

with findings that the serum anion gap is significantly associated 

with the risk of all-cause mortality in critically ill patients, 

particularly those with acute myocardial infarction [3]. 

Furthermore, within the aortic aneurysm subset, the model 

successfully isolated patients who had undergone open repair of 

ruptured aneurysms. These patients clustered tightly based on 

preoperative hemodynamic parameters, confirming that 

immediate outcomes are heavily dependent on physiological 

stability prior to intervention [8]. 

Unsupervised Discovery of Neuro-Metabolic 

Phenotypes 

In the Neuro-Metabolic cohort, the contrastive loss 

function successfully disentangled the complex lipidomic and 

proteomic signals. The model generated a clear separation 

between the "Schizophrenia-like" profiles and 

"Neurodegenerative" profiles. 

The "Schizophrenia" cluster was defined primarily by 

features related to impaired membrane lipid homeostasis. The 

model weighted specific lipid species heavily, corroborating the 

"lipid hypothesis" in schizophrenia cognitive symptoms [9, 10]. 

Interestingly, the model identified a sub-cluster within this group 

that showed high metabolic dysregulation overlap with 

inflammation markers. This supports recent proteomic studies 

suggesting that psychoneuroimmune pathways are critical 

gateways to discovering biomarkers in schizophrenia [13]. 

Conversely, the "Neurodegenerative" cluster 

(representing Alzheimer’s pathology) was driven by features 
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related to senile plaque proteomes and glutaminyl cyclase 

activity. The model effectively distinguished these from the 

schizophrenia profiles, despite both groups sharing certain 

inflammatory markers. This suggests that the contrastive 

approach can resolve the subtle molecular differences between 

distinct cognitive disorders, identifying the role of targets like 

anti-Abeta antibodies and their regulation of the surrounding 

tissue proteome [14]. 

Cross-Modal Correlations 

A novel finding emerged from the interaction between 

respiratory and metabolic features. The model identified a non-

linear correlation between obstructive sleep apnea (OSA) 

indicators—specifically nocturnal hypoxemia—and elevated 

baseline anion gaps. The latent representations suggested that 

chronic nocturnal hypoxemia acts as a "metabolic stressor," 

pushing patients toward a higher-risk metabolic phenotype. This 

unsupervised finding echoes systematic reviews linking OSA and 

nocturnal hypoxemia with increased all-cause mortality and 

cancer incidence [6], positing that the hypoxic burden contributes 

to a systemic inflammatory state detectable in serum chemistry. 

Discussion 

The application of contrastive learning to multimodal 

medical data represents a paradigm shift from feature engineering 

to feature discovery. Our results demonstrate that an 

unsupervised system can identify clinically relevant 

phenotypes—ranging from fatal metabolic acidosis to specific 

psychiatric lipid dysregulation—without a single diagnostic 

label. 

The Prognostic Value of the Serum Anion Gap 

A central finding of our work is the robust utility of the 

serum anion gap (SAG) as a comprehensive biomarker for critical 

illness. While traditionally used to assess acid-base status, our 

model prioritized SAG dynamics above many other standard vital 

signs for mortality prediction. This is consistent with the broad 

literature indicating that SAG on admission predicts ICU 

mortality across various conditions, including aortic aneurysms 

[5] and myocardial infarction [3]. 

The expansion of this discussion is warranted to 

understand why the contrastive model places such high weight on 

this feature. The anion gap represents the difference between 

measured cations (sodium and potassium) and measured anions 

(chloride and bicarbonate). An elevated gap usually indicates the 

presence of unmeasured anions, such as lactate, ketones, or 

uremic toxins. In the context of the critically ill, particularly 

elderly patients who face unique management challenges in the 

ICU [9], an elevated SAG is often a surrogate for occult 

hypoperfusion (shock) or mitochondrial dysfunction. 

Our model's ability to track the dynamics of the anion 

gap—rather than just a static baseline—is crucial. Yang et al. 

noted that the trajectory of anion gaps is more predictive than a 

single point measurement [2]. By using contrastive sequence 

learning (masking parts of the sequence), our model learned to 

recognize "non-resolving acidosis" as a distinct high-risk feature. 

In patients with aortic aneurysms, where hemodynamic collapse 

can lead to rapid lactic acidosis, the SAG serves as an immediate, 

integrative marker of cellular distress. The association between 

SAG and mortality is likely mediated by the severity of the 

underlying shock state and the body's inability to clear metabolic 

acids, a factor that is exacerbated by renal dysfunction often seen 

in these cohorts [3, 5]. 

Furthermore, the model’s clustering suggests an 

interplay between SAG and cardiovascular medication. Golledge 

and Singh highlighted the effect of blood pressure-lowering drugs 

on aneurysm growth [1]. Our unsupervised analysis hinted that 

patients on specific antihypertensive regimens who also 

presented with elevated SAG had distinct outcomes, suggesting a 

potential interaction where aggressive blood pressure control in 

the setting of metabolic acidosis might exacerbate hypoperfusion. 

This nuance, extracted without labels, underscores the power of 

AI to generate hypotheses for future clinical trials. 

Lipidomics and Proteomics in Psychiatry 

The stratification of the psychiatric cohort highlights the 

biological complexity of mental health disorders. The model’s 

identification of "impaired membrane lipid homeostasis" as a 

defining feature of the schizophrenia cluster aligns with the work 

of Li et al. and Maas et al., who have proposed that lipid 

disturbances are not merely comorbidities but central to the 

pathophysiology of cognitive symptoms [9, 10]. The brain is 

approximately 60% lipid by dry weight; thus, alterations in 

phospholipid composition can drastically affect neuronal 

signaling and synaptic plasticity. 

The contrastive model also picked up on proteomic 

signals related to inflammation. The "Neuroinflammation" 

pathway, linking obesity, Alzheimer’s, and depression, was a key 

latent feature [17]. This supports the growing consensus that 

systemic inflammation is a modifiable pathway bridging 

metabolic and psychiatric disease. By integrating data on 

molecules like HB-EGF [12] and glutaminyl cyclases [15], the 

model effectively mapped the proteomic landscape of 

neurodegeneration. This capability is particularly relevant for 

therapeutic development; for example, identifying small 

molecules to combat cognitive disability requires a precise 

understanding of these molecular docking sites [16]. 

Operationalizing Contrastive AI in Healthcare 
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The implications of these findings extend beyond 

specific biomarkers. The success of the SpO2/FiO2 ratio in 

prognosticating COVID-19 ARDS outcomes [7] and the utility of 

preoperative parameters in aneurysm repair [8] illustrate that data 

is abundant. The bottleneck has always been the label. By 

validating that contrastive learning can replicate expert-level risk 

stratification (e.g., identifying the high-mortality aneurysm 

group), we provide a roadmap for deploying AI on the massive 

"dark data" repositories of hospital systems—data that is 

recorded but never annotated. 

Limitations 

Despite the promise, this approach has limitations. 

Contrastive learning is computationally intensive and requires 

large batch sizes to function effectively. Additionally, while the 

model finds clusters, the clinical interpretation of those clusters 

still requires expert domain knowledge. For instance, the model 

groups patients by "high anion gap," but a clinician must 

determine if that gap is due to ketoacidosis, lactic acidosis, or 

toxins. Furthermore, the retrospective nature of the datasets 

introduces potential selection bias, particularly in the reporting of 

"all-cause mortality" which may be influenced by unmeasured 

confounders. 

Conclusion 

This study confirms that learning rich features without 

labels is not only feasible but highly effective in multimodal 

biomedical contexts. By utilizing contrastive approaches, we 

successfully integrated hemodynamic, metabolic, and omic data 

to identify high-risk phenotypes in cardiovascular and psychiatric 

domains. The convergence of these data-driven insights with 

established clinical literature—from the prognostic power of the 

serum anion gap to the lipid basis of schizophrenia—validates the 

utility of self-supervised AI. As healthcare data continues to grow 

in complexity, such label-free learning paradigms will be 

essential for realizing the promise of precision medicine. 
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